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Administrivia

* PSet 0 has weight 0 (still do it!!)
* PSet 1 due Wednesday 9/23

* PSet 2 (convolution, bilateral) due Wednesday 9/30
(in 13 days)

* Pset system
- Contact us if you don’t have an account

* How is it going?






Image processing motivation

* Sharpen images

* Downsample images

* Fake depth of field

* Smooth out noise, skin blemishes

* We must understand convolution!



Sharpening




Blur in optics

* Diffraction

* Lens aberrations
* Object movement
 Camera shake

* Can we remove blur computationally?
- Inverse the blur equation
- deconvolution

- |later!



Lens diffraction

e http://luminous-
landscape.com/tut
orials/understandi
ng-series/u-
diffraction.shtml

(heavily cropped)

e See also
http://www.cambridgei
ncolour.com/tutorials/d
iffraction-
photography.htm



http://luminous-landscape.com/tutorials/understanding-series/u-diffraction.shtml
http://luminous-landscape.com/tutorials/understanding-series/u-diffraction.shtml
http://luminous-landscape.com/tutorials/understanding-series/u-diffraction.shtml
http://luminous-landscape.com/tutorials/understanding-series/u-diffraction.shtml
http://luminous-landscape.com/tutorials/understanding-series/u-diffraction.shtml
http://www.cambridgeincolour.com/tutorials/diffraction-photography.htm
http://www.cambridgeincolour.com/tutorials/diffraction-photography.htm
http://www.cambridgeincolour.com/tutorials/diffraction-photography.htm
http://www.cambridgeincolour.com/tutorials/diffraction-photography.htm

Demo: Diffraction limit calculator

subject aperture D

375.8 um
Rayleigh criterion

The Airy disk it makes at the sensor
to scale in a 24 pum window, over 4 um pixels

7.59 um across
= 1.9 pixels wide
effective f{5.7

bigger than one pixel:
diffraction spans
multiple pixels

sensor

What this lens can resolve
A = 550 nm 6 =1.22 A/ D

Rayleigh angular separation

15.50"

75.2 yrad - 15.50 arcsec

Rayleigh separation at 5.0 m

375.8 um

criterion for two incoherent point sources

Airy disk at sensor (2.44 A\ N effective)
7.59 um

321 Ip/mm cutoff - magnification 1:99

At 5.0 m, this aperture separates detail 375.8 um apart.
Bigger D = finer detail resolved.
Bigger N = bigger Airy disk, softer image.




Demo: Diffraction softens detail

sharp, 120 x 120 pixels at 2.3x through an f/16.0 lens

shown as fintensity
dashed: first dark ring

Airy disk to the first dark ring: 2.44 AN = 21.5 um = 5.7 pixels across
lens cutoff 1/(AN) = 114 cycles/mm  sensor Nyquist 1/(2p) = 132 cycles/mm

the cutoff is below Nyquist: stopping down to here costs detail the sensor could record

one wavelength for all three channels; each photo pixel is treated as a sensor pixel of this pitch




Blur example: spherical aberration

* Pixel value: weighted average of local color

oEect with
color variation
Sensor

lens



Lens-aberration explorer

A single strong lens element, and a bundle of parallel rays arriving from infinity at a chosen field angle. Rays are traced
exactly — Snell’s law, surface by surface, in 3-D, no paraxial shortcut — so the aberrations are real, not drawn. Watch them
three ways: the 3-D lens with its ray cone (drag to orbit), a 2-D meridional slice of the same rays, and a progressively-
rendered point-spread function — the actual spot the rays paint on the sensor. On-axis you see spherical aberration (a
smear, not a point) and, with several wavelengths, chromatic fringing; tilt the incoming beam off-axis and the spot flares into
the comet of coma.

parallel rays from infinity - field amgle 6.@* - biconvex R=6@mm - f=48mm - f/1.4 - sensor x=66.3 - R/G/B (PSF: fine
over 418-678 nm)

incoming light angle s 6.0° wavelength BUOUTAENGIE/:IM single
lens curvature ) R=60mm dispersion —() 0.55 aperture e—— - f/1.4

[} auto-rotate 3-D reset

One element, three views of the same rays. A biconvex lens is hit by a collimated bundle from infinity; the incoming light angle is the
field angle of that bundie. The 3-D scene renders the element as a real surface of revolution and traces the ray cone through it by the vector
Snell's law; the 2-D meridional slice is the same system cut at z = 0, the ray fan opticians draw, converging toward the sensor. The PSF
panel accumulates rays into the spot they form on the focal plane, refining over successive frames up to a chosen maximum (103-10%
rays) with stratified sampling over the aperture (and, in multi-wavelength mode, over the visible band) so it converges to a smooth image
rather than noise. On-axis (0°): the marginal rays cross the axis short of the paraxial rays, so the spot is a bright core in a soft halo —
spherical aberration; switch to multiple wavelengths and the differing index per color spreads the foci along the axis, painting a colored
fringe — chromatic aberration. Off-axis: the aperture zones image at different heights and the spot smears inte a one-sided comet —
coma. Open the aperture and spherical aberration and coma explode (they scale steeply with aperture); stop down and the spot snaps
tight. Runs entirely in your browser.



Remove optical artifacts

e Calibrate lenses and remove blur
* e.g. DXO

{:lzrr.:lr| I:I'::'E'.I.EJ [':1,:_[;‘-"- —_— 1)
and Sigma 12-24mm /4. 5- 546 B DG

Batora After
DxO Oplics Pro D=0 Ophics Pro




Demo: Wiener deconvolution

Non-blind deblurring: the stabilized inverse vs. the Wiener filter

Image cormorant v

Noise c ey

original (sharp S)

blur kernel h [H| (MTF)

blue = H=0

Blur kernel

0.012

input = blurred + noisy Y
PSNR 27.3 dB

c i) D 2.5
Regularization el

Gaussian (o) v

¢ reseed

Wiener § = (H*/(|H|
2+K))-Y
PSNR 28.7 dB

stabilized inverse § =
H*Y | (|H]*+1078)
PSNR -22.4 dB

The MTF is the blur's frequency response. Where it goes dark/blue the
blur strongly attenuates those frequencies; the stabilized inverse divides
by those near-zero values, so whatever noise sits there is amplified; with
the noise slider above zero that is the speckle in stabilized inverse. The
Wiener filter's denominator |H|? + K stays away from zero, so those bands
are suppressed instead of amplified, and a frequency the blur removed
entirely stays removed. Small K = sharper but noisier (toward the
stabilized inverse); large K = smoother but blurrier. The highlighted panel
is the higher-PSNR reconstruction.

All operations run in the frequency domain on a 256x256 grayscale image: the blur is Y = ifft(H-fft(S)) + noise;
the stabilized inverse is H*-fft(Y)/(|H|>+107%); the Wiener estimate is (H*/(|H|*+K))-fft(Y), inverse-transformed.
The blur uses circular boundaries. Gaussian noise is added without clipping; display values are clipped, but PSNR
uses the unclipped reconstructions. A scalar K illustrates regularization; it is not fitted to frequency-dependent




C in CNNs

Feature Map  Fe

20 - 0000

Festuwe

CONVOLUTIONAL NEURAL NETWORK (CNN) ARCHITECTURE
INPUT; CAT IMAGE POOL 1 CONV LAYER 2 : FLATTEN FULLY CONNECTED LAYERS OQUTPUT:
i Dow ling 1 B CLASSIFICATION
kB4 Softmax
Activations

Feature Maps Feature Maps el g o e Predictions
RelLU RelLU [ % i ) s 7 6%

FG1
(4036 n (1024 nol

FLATTEN

lllustration by Nanobanana



Demo: A convolution layer

input (RGB)

l " vertical edge - horizontal edge diagonal edge D blur

m asymmetric 88 asymmetric asymmetric symmetric
l

TN
u ‘SJ

centre-surround . red — green blue - yellow oriented stripe
symmetric symmetric symmetric asymmetric

tiles: gray = 0, each channel's weight in its colour. Hand-built kernels, not from a trained network.




Questions?




Convolution 101




Blur as convolution

* Replace each pixel by a linear combination of

its neighbors.

— only depends on relative position of neighbors
* The prescription for the linear combination is

called the “convolution kernel”.

110
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5
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1

1

7

Local image data

0

0

00

5

0

1 0]

kernel
(flipped)

0
0
5

Modified image data
(shown at one pixel)



Demo: Convolution slide (1-D)

input signal

vinmwigy 85 85| 8 85 85 .85

kernel (flipped), sliding over the input

33 | .33

products (kernel x input)

.07 | .28 | .28

output(5) = .33 x 0.20 + .33x 0.85 + .33x0.85 = 0.633

output = input * kernel

.85 .85 .85 .85 .85

click an output pixel, then an input pixel in its footprint to isolate one term




Demo: Convolution slide

kernel (flipped)

1 11 1M

11 11 1

1 11 1M

kernel x input

sum = 0.500

output(4,4) = 11 x 045 + 11x 062 + 11x052 + 11x0.41 + 11x 052 + 11x0.61 + .11 x 0.50 + .11 x 0.30
+ 11x 057 = 0.500

click an output pixel to pick it, then an input pixel in its footprint to isolate one term




Linear shift-invariant filtering

* Replace each pixel by a linear combination of

its neighbors.

— only depends on relative position of neighbors
* The prescription for the linear combination is

called the “convolution kernel”.

— same kernel for all pixels

|
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Local image data

0

0

00
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0

1 0]

kernel
(flipped)

0
0
5

Modified image data
(shown at one pixel)



Example of linear
NON-shift invariant transformation?

* e.g. neutral-density graduated filter (darken high vy,
preserve small y)

J(x,y)=l(x,y)*(1-y/lymax)
* Formally, what does linear mean?
— For two scalars a & b and two inputs x & y:
F(ax+by)=aF(x)+bF(y)
* What does shift invariant mean?

— For a translation T:
~(T(x))=T(F(x))

— If | blur a translated image,
get a translated blurred image




Questions?

g

T g




Why linearity matters

* |f blur is a linear operation

* We can try to debut by inverting a linear system

* We have tools to tell us how doable it may be
- Spoiler alert: not always easy

* Side note: makes it important to know if your image is gamma-
encoded



Demo: Blur as a matrix

input x (1-D - click a sample) output y = Ax

operator A (band 2r+1)

AAARRRRRRA "im HHHHH”

. . L . :
same signal, in 2-D LILC] blurred output (click a pixel)
HEN

—>




Demo: Deblurring, noise-free




Demo: Deblurring, with noise




Demo: Deconvolution: gamma vs linear

red — LINEAR covered — GAMMA

PSNR 28.1 dB PSNR 25.5 dB




Convolution algorithm

* Set output image to zero
* For X, y in output image
- for X’, y’ Iin kernel
- out[x, y]+=input[x-x’, y-y’'|*kernel[x’, y’]
* (this assumes the kernel coordinates are

centered)
10 5 3 0 0|0
4 15 |1 00,5 0 12.5
11 [7 0 |1 05
Local image data kernel Modified image data

(flipped) (shown at one pixel)



Questions?

* Set output image to zero
* For X, y in output image

- for x’, y’ in kernel

- out[x, y]+=input[x+x’, y+y’|*kernel[x’, y’]
- (this assumes the kernel coordinates are

centered)

10

5

3

4

5

1

1

1

7

Local image data

0

0

00

5

0

1 0]

kernel
(flipped)

0
0
5

Modified image data
(shown at one pixel)



Convolution (warm-up slide)

coefficient
o

0
Pixel offset

original



Convolution (warm-up slide)

I=
.9 10
o °
=
QO
o
2
T T 1 | 1T T 1
0
o Pixel offset
original Filtered

(no change)



Convolution (warm-up slide)

I=
.9 10
o °
=
QO
o
2
T T 1 | 1T T 1
0
o Pixel offset
original Filtered

(no change)

0  f=f®0



Convolution

3 1.0

Q

=

QO

S

Q
1T T 1 | T 1T 1

0

Pixel offset

original



shift

3 1.0

Q

=

QO

S

Q
1T T 1 | T 1T 1

0

Pixel offset

original shifted




Convolution

coefficient

0.3
|

i
|I
0

Pixel offset

original



Blurring

coefficient

0.3
|

i
|I
0

Pixel offset

original Blurred (filter

applied in both
dimensions).




Blur examples

impulse

coefficient

original Pixel offset filtered



Blur examples

8 5 2.4
impulse zd:g
5 ]
e A
original Pixel offiet filtered
3 Z .
5
edee g 03 4
LT 1]
rerbp T 1

original Pixelooffset filtered



Demo: 1-D convolution

output (input * kernel) b O ﬂ ﬁ ﬁ ﬁ ﬁ O O-

[




Questions?




Formally




M
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Questions?

(I®g)(z) = / I(e')g(x — 2')da’

$!

=
o=




What’s up with

flipping?
T P S S o e




Simpler flip

* f(x-1)
- does it translate to the left or to the right?



Simpler flip

* f(x-1)
- translates to the right!

- Because it’'s where we’re reading values from, not
where values are going to.

- Same phenomenon happens with convolutions.

1®9)@) = [ Ia)g(e~a)ds

a:,



Point Spread Function

* Run convolution on Impulse

1®g)() = [ 1)l - a')ds

fLJ

ek
-

coefficient

.. 0
original Pixel offset




Demo: PSF impulse

impulse 6 (input)
kernel k — drag the bars

convolution 6 x k - the kernel, as drawn (PSF)

ITr..,,

correlation 6 ® k - the kernel, mirrored

:,..rTI |‘\ IIl Iil ‘i' 2 0o o

(asymmetric by default)




Convolution & probability

* Convolution was first used by Laplace to study the
probability of the sum of two random variables




Random variables

X |50% Y |50%

40%

30%

20%

1 0%




Random variables

* How can X+Y=07? Probability?
- X=-1, Y=1 P(X=-1)*P(Y=1)
- X=0, Y=0 P(X=0)*P(Y=0)
- X=1, Y=-1 P(X=1)*P(Y=-1)
X | 50% Y [50%

40%

30%

20%

1 0%




Sum of random variables

P(X+Y =k)

30%

50%

20%

ZP

50%

40%

PY =k—k)

1 0%




Demo: Summing random variables

P(X =i) (drag a bar) P(Y =j) (drag a bar)

0.40
0.25 0.30 0.25
0.20 . l ‘ o5
= 0B e
0.08 .
0.05 - 0.06 004
0 1 2 3 a 5 0 1 2 3 a4 5

P(X =i) against P(Y =6 - i): Y flipped and slidtok =6

% J:2 J:‘| ]:O

j=5 =4
their products

0.003 0.007

i=0 i=1 i=2 i=3 i=4 i=b i=6 i=7
P(X+Y=6)=% P(X=i)-P(Y=6-1) =0.143 highlighted: P(X = 3)-P(Y = 3) = 0.20 x 0.10 = 0.020

P(X +Y=k) (click abar to pick k)




Questions?

P(X+Y =k) =

30%

50%

20%

ZP

50%

40%

PY =k—k)

1 0%




Point Spread Function & flip

1®9)@) = [ Ia)g(o~ )

) +1(0)g(—1—-0)+ I(1)g(—1—1)
0 — —1) + I(0)g(0 — 0) + I(1)g(0 — 1)
1 — —1) + I(0)g(1 — 0) + I(1)g(1 — 1)




Point Spread Function & flip

(I ®g)(x / I(z")g(x — x2")dx’
J@)J
1012 ol
I®g)(-1)=I1(-1)g(-1--1)+1(0)g(-1-0) + I(1)g(-1-1)

(I®m®) H 1)g(0 — —1) + 1(0)g(0 — 0) + I(1)g(0 — 1)
I®g)(1)=1I(-1)g(1—--1)+1(0)g(1—-0)+I(1)g(1—1) _.



Point Spread Function & flip

(I ® g)( / I(z")g(x — x2")dx’

J@J

-101 2 -101

* Remember: it’s always the inverse transform
* Forward model: light goes from x to x+x’
* Backward model: light at x comes from x-x’



Questions?







Commutativity

I ®qg=9gR 1



Commutativity

I ®Rg=9g&1
I®g)@)= [ 1@y )i

m!

use y=x-x'

,:
ydac

fld—y 1I(z' = —y + x)g(y)dy

It doesn’t matter which one you flip!
Similar to probability situation, as long as the sum is x



Nitty-gritty stuff




Our images aren’t infinite




Our images aren’t infinite

* Zero (black) padding
* Edge padding
* Mirror padding



Demo: Padding at the image boundary

input, with the padding a 12-pixel kernel reads (zero) blurred

luminance along the scanline (row 67; click a picture to move it) input, padding shaded blurred

left edge right edge




Edge Padding

def clipX(im, x): return min(width(im)-1, max(x, 0)
def clipY(im, vy): return min (height (im)-1, max(y, O0)
def getSafePix(im, x, Vy):

return im(clipX(im, x), clip¥Y(im, Vy))




Centering the kernel

* Our images are defined with 0,0 in the upper left
corner

* Kernels are usually assumed to be centered in the
center



Normalization

* As a rule of thumb, you want kernels to be
normalized when you want the output to preserve
the overall brightness of the image.

* But not always (e.g. gradient)



Best input to debug convolution

* Impulse



Alternative view




Demo: Conv AS translated sum

sum of translated images (scatter)

= I of these 9 shifted, weighted copies:
(drag a copy up/down to change its weight)







Box filter




Nice and smooth: Gaussian

a




Gaussian formula

http://en.wikipedia.org/wiki/Gaussian _function



http://en.wikipedia.org/wiki/Gaussian_function

Gaussian formula

(€ 202

http://en.wikipedia.org/wiki/Gaussian _function

* ris the distance to the center

* ais a normalization constant
- | usually just normalize my kernels after the fact

* 0 is the standard deviation and controls the width of the Gaussian


http://en.wikipedia.org/wiki/Gaussian_function

Gaussian formula

(€ 202

http://en.wikipedia.org/wiki/Gaussian _function

* Gaussians have an infinite support
- >0 everywhere

 But are often truncated
- | recommend 30



http://en.wikipedia.org/wiki/Gaussian_function

Truncation

* For computational tractability/efficiency
* consider Gaussian is zero beyond 3sigma



Demo: Blur playground

original Gaussian blur

kernel

Gaussian, 0 = 3.0 px




Questions?




Sharpening




Intuition

* Amplify the difference between a pixel and
its neighbors

\ / blue: positive

red: negative



Sharpening kernel

* Note: many other kernels exist
(just like we saw multiple blurring kernels)

f'=r®((k+1)§ — kg)
\ / blue: positive
red: negative




Demo: Sharpening as a matrix

input x (1-D) sharpened y (edge overshoot 1 with k)

+, surround -)

ITHHHIHHHH]”HHHlI" mmnnnnmﬂmHHll"

nput image scanline) sharpened (haloes at edges)

°
—>




How can we sharpen?

* Blurring was easy
* Sharpening is not as obvious

* Ildea: amplify the non-blurring part of an image

* out = input +k*(input-blur(input))



Sharpening

Imput blurred

., o
A o
A

High pass

Sharpened
Image




Sharpening: kernel view

* Recall

fl=f+kx(f-f®g)
* fis the input

* f’ is a sharpened image,
* g is a blurring kernel
* k is a scalar controlling the strength of sharpening



Sharpening: kernel view

* Recall

f'=f+kx(f-fog)

* Denote the Dirac kernel (pure impulse) )

f=fos



Sharpening: kernel view

* Recall

f'=f+kx(f-f®g)

ff=f®i+k*x(f®di-f®9)

* Sharpening is also a convolution

fl=f®((k+1)5—kg)



Questions?




Unsharp Mask




Unsharp mask

* Sharpening is often called “unsharp mask” because
photographers used to sandwich a negative with a
blurry positive film in order to sharpen

r ===
Negative | h . |J.

'
Lf"\-h_”p hiil'il\ dpthoesd il spacer prosdsces | pap
i cnniid amoust of Sherpness

i

:
=
i

http://www.tech -diy.com UnshpMasks.htl


http://www.tech-diy.com/UnsharpMasks.htm

Flg.4: The two
examples here shaw
a detail of the brick- 1 v . : ¢

work 10 the left of O, k- b “‘" ‘*“:“'50»
the church door. The 8 > \

one on the left was - : ; E?
printed with the . <3 _
negative alone - the - _ e (U R >~ _ :

ono on the right was B - ’ - ? ‘-“?‘ﬁa
printed with both - L O - -
nogative amd mask
as a santhwich. The
increase in loc
contrast and edge
sharpnoss is minute,
but clearty visible.
Grade 2.5 was used
for the straight print
it Incressad to 4.5
for the sandwiched
Impge 10 compon-
sate for the reduced
contrast,

Flg.5: These two
examples show a
dotall of the lower
right hand side of
the church door.
Here the difference
In sharpness ks
clearly visible
betwoon the (left)
negative and (right)
sandwich prints,

http://www.tech-diy.com/images/unsharp2.jpg

AN photos © RAoipl W ks e T



http://www.tech-diy.com/images/unsharp2.jpg

Unsharp mask

* http://en.wikipedia.org/wiki/Unsharp_masking

* http://www.largeformatphotography.info/unsharp/

* http://www.tech-diy.com/UnsharpMasks.htm

* http://www.cambridgeincolour.com/tutorials/unsharp-mask.htm



http://en.wikipedia.org/wiki/Unsharp_masking
http://www.largeformatphotography.info/unsharp/
http://www.tech-diy.com/UnsharpMasks.htm
http://www.cambridgeincolour.com/tutorials/unsharp-mask.htm

Fourier motivation




Studying convolutions

» Convolution is complicated
— and hard to inverse
» But at least it's linear
(f+kg) h = th +k (gh)
* We want to find a better expression
— Let’s study functions whose behavior is simple under convolution



Blurring: convolution

‘ . ‘ ‘ : | L Convolutlon

sign

Input Kernel

Same shape, just reduced contrast!!!

This 1s an eigenvector

\ : v P
v y :
" ; H
1] ) 1 !

\ i 4 F
. ; ) ,

A , \ E
A N ' !
o, ‘

constant)

L (output is the input multiplied by a

Output



Eigenvectors

. . TWI
- More precisely, the eigenvectors are €
* aka COS W + % S1n W




Big Motivation for Fourier analysis

* Sine waves are eigenvectors of the convolution
operator



Demo: Fourier progressive (1-D)

Progressive reconstruction — cosines added lowest-frequency first

target reconstruction through #7

el IVAANLPAVATITIAULD

x coefficient \/\/ AVAVAV A AVAVAVA B e B VAVAVAVAVAV;

reconstruction
so far ]

#1 (f=0) #2 (f=1) #3 (f=2) #4 (f=3) (f=4) #6 (f=5) #7 (f=6)

through #7 of 17 cosines - 98.0% of the signal's energy - prev [ next /[ slider [ drag to scroll




Demo: Fourier synthesis (1-D)

signal (sum of the cosines below)

basis cosines x their coefficient (click to select):

/\WWW\/\WWW\AANVV\/\

f=0 f=1 f=2 f=3 f=4 f=5 f=6 f=7 f=8

oscillator amplitudes (0-1):

click a cosine or a bar to select it, then use the amplitude [ phase sliders to change it — the signal rebuilds.




Demo: Fourier progressive

Progressive reconstruction — waves added lowest-frequency first

o l -

o . .
reconstruction so
far

#2 #3

#1
steps 1-5 of 113 waves - through #5 captures 93.0% of the image's energy - prev [ next / slider [/ drag to scroll

#4 #5




Demo: Image fourier synthesis

image (15x15) weighted basis waves show unwelghted

seecte‘ wave
click a wave in the grid
Click a wave in the grid to
select it (and its conjugate).
Top panel: image [ emph. [ spectrum.




Demo: Fourier filtering

2D Fourier filtering: original, log spectrum, reconstruction

Default pass-through mask. Grayscale code values, periodic boundaries. Brush edits preserve conjugate symmetry. Reconstruction clips to [0,1]; phase-only and
magnitude-only views use separate display ranges.




Demo: Complex waves are eigenvectors

exp(iwn) as a helix: real part up, imaginary part into the page (drag sideways to turn it)
before: exp(iwn) after convolution: H(w)-exp(iwn) (faint: behind the axis)

H(w) in the complex plane

unit circle

H = 0.788 + 0.359i
|[H = 0.866 argH=24.5°

real parts: cos(wn) and |H| cos(wn + arg H) phase shift 24.5° advance of 0.53 samples

P N
.




Fourier as change of basis
» Shuffle the data to reveal other information

* E.g., take average & difference: matrix 05 1
0.5 -1
Basi . .

immﬁl funciton 1 function 2
3 3
2 o) o) 2
1 1
0 Basis 0

function 2
Signal . Geometrloc After rotation Pseudo-
interpretation

Fourier



Demo: Fourier: two pixels

primal: the 2 pixels Fourier (2-point DCT): the 2 coefficients

A Fourier-like basis for 2-pixel images

H b0 (DC - average) b1 (AC - difference)

the same signal, written in the two bases:

pixels x = (0.82, 0.24)

= 0.75 - I I + 0.41 - I 1

same viewpoint: the point stays put, the axes rotate 45° — change of basis is a Folation




Demo: Fourier: three pixels (3-D)

primal: the 3 pixels Fourier (DCT): the 3 coefficients

|

094 0.36 0.51

A Fourier-like basis for 3-pixel images

DT

Hn bo

the same signal, written in the two bases:

= 0.94.'..+ 0.36--T-+ 0_51...7 = 1.05-”T+ 0.31'7-1+ 0.30-'1'

.1.

a

I

-0

."‘ .

93¢

Drag a pixel bar or a DCT axis to change the signal; drag a view to orbit. Same viewpoint: the point holds still, the axes rotate.




Fourier as change of basis

« Same thing with infinite-dimensional vectors

. Bz?is : Basis Basis
unction function 1 function 2

O O
Basis
function 2
Signal . Geometrloc After rotation Pseudo-
interpretation

Fourier



Fourier transform visualization

color key Fourier transform matrix input signal
M-1N-1 .(km ln)

Flmnl=Y > flkle

k=01=0

M'N
Slide: Bill Freeman



Bottom line: The Fourier

transform

Easier to understand

makes gonvelutions diagonal




Question?




Sharpening++




Problem with excess

* Haloes around strong edges




original

oversharpening

coefficient

1.7

III|
-0.3

11.2

o | I
-0.25

Sharpened
(differences are
accentuated; constant
areas are left untouched).



Bells and whistles

* Apply mostly on luminance

* Old Clarity in Adobe Camera Raw
- As far as | understand, apply only for mid-tones
- Avoids haloes around black and white points

* Only apply at edges
- To avoid the amplification of noise

* Sharpening chrominance as well
- But with very large blur



Demo: Non-linear masking

NErduuve Nnyure =7 nnk | imerdauuve | ouduc

e

original sharpened

luma along the scanline — grey: oniginal, red: sharpened (note the overshoot at edges)

AT







Convolution cost?

* Set output image to zero

* For X, y in output image
- for x’, y’ in kernel

- out(x, y)+=input(x-x’, y-y’)*kernel(x’, y’)

 Cost?

input.width * input.height * kernel.width *
kernel.height



Separable filters




Separability

* The kernel can be decomposed into the
convolution of a horizontal and a vertical filter.

* Example: box
- g'(x)=1f (-k <x < k) , O otherwise

9(y,x) = g(y) ® g(x)
- (separability doesn’t require the two 1D kernels
to be the same, but it’s the case here)

W |o—




Separable blur

* First blur horizontally using g(x)
* Then blur vertically using g(y)




Separable Convolution cost?

* For x, y in output image
- for X', y’ in kernel

- out(x, y)+=input(x-x’, y-y’)*kernel(x’, y’)
* Horizontal cost?

- _ input.width * input.height * kernel.width
* Vertical cost?

e Totalinput.width * input.height * kernel.height

: iInput.width * input.height *( kernel.height+kernel.width)

- instead of
input.width * input.height *( kernel.neight*kernel.width)



Good news

* Gaussians are separable too
* See Pset 3!



Oriented filters




Gradient: finite difference

* horizontal gradient [[-1, 1]]
* vertical gradient: [[-1], [1]]



Gradient: finite difference

* horizontal gradient [[-1, 1]]
* vertical gradient: [[-1], [1]]

Horizontal Vertical Gradient
gradient gradient magnitude
(absolute (absolute

value) value)



Gradient

* e.g. Sobel

operator

- http://en.wikipedia.org/wiki/Sobel
—1 0 1]

G,=|-2 0 +2|*A and G, =
—1 0 +1

Horizontal gradient

—1 -2 —1]
0 0 0fxA

+1 +2 +1
Vertical gradient

Magnitude



http://en.wikipedia.org/wiki/Sobel_operator

Oriented filters

Gabor filters at different
scales and spatial frequencies

top row shows anti-symmetric
(or odd) filters, bottom row the
symmetric (or even) filters.



Demo: A Gabor filter bank

photo (grayscale) kernel, 19 x 19 energy (bright: structure at 6, A)

W

the bank (even kernels; click one)




Filter Kernels

Coarsest sca]eu

/
"

Image

Filtered images

Reprinted from “Shiftable MultiScale Transforms,” by Simoncelli et al., IEEE Transactions
on Information Theory, 1992, copyright 1992, IEEE
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